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1. [&ET ]

import modelscope

from modelscope.msdatasets import MsDataset

# [ M EEdEE]

HC3=MsDataset.load('simpleai/HC3-

Chinese',subset_name="baike',split="train') #iHHC3E %

5 dataset=HC3.to_hf_dataset() #fiMsDataset##1kihuggingface
datasettg, J7f{H/5sib

6 print(" [#EBEETETEKR] ")

print(dataset)

print(dataset[0])

N w N R

iﬁdﬂ{gl?y

1 Dataset({
2 features: ['id', 'question', 'human_answers',
'chatgpt_answers'],

3 num_rows: 4617

4 1)

5

6 {

7 'id': '0',

8 "question': "IA—AIHENAHKHIRE. ..,

9 "human_answers': ['fi# s, . "],
10 'chatgpt_answers': ['f##i&3RiE. .. "]
11 }

2. [# XiA%]


af://n0
https://modelscope.cn/datasets/simpleai/HC3-Chinese/dataPeview
https://www.kaggle.com/code/xinglingchen/qwen-fine-tune
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T B R A 4o {1abel: 0/1, text: '...'} 89K KX, /£ 9234 KB T
FiALzE 5000 A, #MB 8 :1: 1 &b hlXIHIl%%E. Birk. WXk,

from datasets import Dataset
# R R U]
def data_init(dataset):
ds=[]
cnt=dataset.num_rows
for i 1in range(cnt):
example=dataset[i]

ds.append({"1abel":0,"text" :example["human_answers"]

[01})

ds.append({"Tabel":1,"text":example["chatgpt_answers"]
(011

return Dataset.from_1list(ds)

dataset=data_init(dataset) # FHEHEENE

print(dataset)
dataset=dataset.shuffle(seed=233).select(range(5000)) #[H
MLk —H 45>

#HAEEELR] > train:val:test=8:1:1
data_=dataset.train_test_split(train_size=0.8,seed=233) #
A ETEE S

data_train=data_["train"]
data__=data_["test"].train_test_split(train_size=0.5,seed
=233)

data_val=data__["train"]

data_test=data__["test"]

print(" [data_train] ",data_train)
print(" [data_val] ",data_val)
print(" [data_test] ",data_test)

iﬁ’?ﬂi%:?;

Dataset({
features: ['label', 'text'],
num_rows: 9234

D)
[data_train)] Dataset({



features: ['label', 'text'],
num_rows: 4000

B

[data_vall Dataset({
features: ['label', 'text'],
num_rows: 500

B

[data_test] Dataset({
features: ['label', 'text'],
num_rows: 500

B

(2]
1. [ E]

T AME B M ANEAIFT, F &% Atokenizeryid. 1& HDataset.map(): ¥
RA

from transformers import
AutoTokenizer,AutoModelForSequenceClassification,Training
Arguments,Trainer,DatacCollatorwithPadding

# [hn#srinl s

tokenizer = AutoTokenizer.from_pretrained('qQwen/Qwenl.5-
0.58B")

tokenizer.pad_token_id = tokenizer.eos_token_id #Qwen’s
P, FTEFEE— Fpad_token_id

def tokenize_function(examples):

return
tokenizer(examples["text"],padding="max_length",truncatio
n=True,max_length=512)

token_train=data_train.map(tokenize_function,
batched=True)

token_val=data_val.map(tokenize_function, batched=True)

train_dataset = token_train
eval_dataset = token_val

2. [ i ]
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N

Al AutoModelForSequenceClassification FAAER 317 L A5 £+ 5
num_labels h &5 X WiRE K Z.

from_pretrained() X #Fa9AEA A X T AR F|,

iR %% KeyError: ‘qwen2’ M i%Z~ transformers ik A K1H,

# Un#ipi A ]

id2Tabel = {0: "human", 1: "chatgpt"}
Tabel2id = {"human": 0, "chatgpt": 1}
#1fiHQwenl. 57

model =

uvi B W N R

AutoModelForSequenceClassification.from_pretrained("Qwen/Q
wenl.5-
0.5B",num_labels=2,id21abel=1d21abel, Tabel2id=1abel2id)

6 model.config.pad_token_id=model.config.eos_token_id #ix {1
EiEE — Fpad_token_id, AARIIZN 244 "valueError: Cannot
handle batch sizes > 1 if no padding token is defined."
print(" [model1] \n",modeT)
print(" [model.config] \n",model.config)

WAz BT A BRI 454, VLR pad_token_id (G R XA IR 691E 7 VAE
% config ZXAZXNE£)

1 [model]

2  Qwen2ForSequenceClassification(

3 (model) : Qwen2Model (

4 (embed_tokens): Embedding(151936, 1024)
5 (layers): ModuleList(

6 (0-23): 24 x Qwen2DecoderLayer(

7 (self_attn): Qwen2SdpaAttention(

8 (q_proj): Linear(in_features=1024,
out_features=1024, bias=True)

9 (k_proj): Linear(in_features=1024,
out_features=1024, bias=True)

10 (v_proj): Linear(in_features=1024,
out_features=1024, bias=True)

11 (o_proj): Linear(in_features=1024,
out_features=1024, bias=False)

12 (rotary_emb) : Qwen2RotaryEmbedding()

13 )

14 (mlp): Qwen2MLP(


https://huggingface.co/models?sort=trending
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(gate_proj): Linear(in_features=1024,
out_features=2816, bias=False)
(up_proj): Linear(in_features=1024,
out_features=2816, bias=False)
(down_proj): Linear(in_features=2816,
out_features=1024, bias=False)
(act_fn): siLuQ
)
(input_Tlayernorm): Qwen2RMSNorm()
(post_attention_layernorm): Qwen2RMSNorm()

)
(norm) : Qwen2RMSNorm()
)
(score): Linear(in_features=1024, out_features=2,
bias=False)
)
[model.config]
Qwen2Config {
"_name_or_path": "Qwen/Qwenl.5-0.5B",
"architectures": [
"Qwen2ForcCausalLM"
iy
"attention_dropout": 0.0,
"bos_token_id": 151643,
"eos_token_id": 151643,

"hidden_act": "silu",
"hidden_size": 1024,
"id21abel": {

"0": "human",

"1": "chatgpt"
3,

"initializer_range": 0.02,
"intermediate_size": 2816,
"Tabel2id": {

"chatgpt": 1,

"human": 0O
},
"max_position_embeddings": 32768,
"max_window_layers": 21,
"model_type": "qwen2",
"num_attention_heads": 16,
"num_hidden_Tlayers": 24,



54 "num_key_value_heads": 16,

55 "pad_token_id": 151643,

56 "rms_norm_eps": l1le-06,

57 "rope_theta": 1000000.0,

58 "sTiding_window": 32768,

59 "tie_word_embeddings": true,
60 "torch_dtype": "bfloatl6",
61 "transformers_version": "4.41.2",
62 "use_cache": true,

63 "use_sliding_window": false,
64 "vocab_size": 151936

65 1}

[ 4]
1. [N A5 %]

1 # LI%330)

2 from datasets import load_metric

3 import numpy as np

4

5 training_args = TrainingArguments(

6 output_dir="pt_save_pretrained",

7 evaluation_strategy="epoch", #%;#i5¢— ~epochfiH — il
58

8 num_train_epochs=2,

9 per_device_train_batch_size=4, # —ILZ}
Ten(dataset) /batch_size * epoch “>step

10 # [#ifl=Qwenl.5-0.5B,
batch_size=4]: 5E&MMiE/713.3GB, LORATHIMEA78.7GB

11 save_strategy="no", #XHHNMRFEA (Kaggle LA 7 [HA
NG

12 )

13

14 metric=load_metric('accuracy') #iFflifats

15

16 def compute_metrics(eval_pred):

17 lTogits, labels = eval_pred

18 predictions = np.argmax(logits, axis=-1)

19 return metric.compute(predictions=predictions,

references=1abels)
20
21 def get_trainer(model):
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22 return Trainer(

23 model=model,

24 args=training_args,

25 tokenizer=tokenizer,

26 train_dataset=train_dataset,

27 eval_dataset=eval_dataset,

28 compute_metrics=compute_metrics,
29

data_collator=DatacCollatorwithPadding(tokenizer=tokenize
r, padding=True,return_tensors="pt"), #4%¥dEApaddingst
Hbatch
30 )

2. [xe#A]

BB %

1 # [ZEemi]

2 print(" [FFEHINZEY ™)

3 trainer=get_trainer(model)

4 trainer.train()

5

6 #tokenizer.save_pretrained("./full_model_tokenizer")
7 #model.save_pretrained("./full_model")

8

9 #Kagglejli:

10 B2 fGrestart LB BUEFE!
11 factorytireset—'F, ARMLHEL A0S !

EY & ¥

———— |2 (000/2000 30:07, Epoch 2/2]
Epoch Training Loss Validation Loss Accuracy
1 0.304600 0217201 0956000

2 0.099500 0148824 0962000
3. [LoRA# A ]
e LORA %3k, 7 H pefthe 2

1 # [PEFT-LORAMIA]
2 from peft import LoraConfig, get_peft_model
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peft_config = LoracConfig(
task_type="SEQ_CLS", #{F52%. /p2k

target_modules=["q_proh","k_proj","v_proj","o_proj"],
# INMAFRMENTEREARNSH, FEEHEATattentionz

S U1 W

7 inference_mode=False, # CHHEEA (RITFE IR

8 r=8, # Lora #

9 lora_alpha=16, # Lora alaph, E{&{EfIZN Lora JEH

10 Tora_dropout=0.1 # Dropout Lt

11 )

12

13 peft_model = get_peft_model(model, peft_config) # Jn#ilora
ZHpeftiELe

14

15 print('PEFTSH&E: ')

16 peft_model.print_trainable_parameters()

17

18 print(" [FFWEINZT ™)

19 peft_trainer=get_trainer(peft_model)

20 peft_trainer.train()

21

22 tokenizer.save_pretrained("./peft_model_tokenizer")
23 peft_model.save_pretrained("./peft_model™)

M B4 2T AE 2], LORA #OAFT & 4e9 5% P & 25.4%, 2 EMEK2 5
& B Ao A a) .

1 PEFTZ¥i&:

2 trainable params: 1,181,696 || all params: 465,171,456 ||
trainable%: 0.2540

e &

[2000/2000 23:08, Epoch 2/2]

Epoch Training Loss Validation Loss Accuracy

1 0.102500 0113912 0.986000

2 0.052600 0107569 0.986000
[ )X )
1. [K#4&]

1 dimport torch


af://n41
af://n42

.

from transformers import
DataCollatorwithpPadding,AutoTokenizer,AutoModelForSequenc
eClassification

def classify(example,show): #Xfexampleidtis Fiill
text=example["text"]
Tabel=example["Tabel"]
inputs = tokenizer(text, truncation=True,
padding=True, return_tensors="pt").to('cuda')
with torch.no_grad():
output = inference_model (**inputs)
pred = output.logits.argmax(dim=-1).1item()
if show:
print(" [#HM{}!] Label: {}, Pred_Label: {}\nText:
{}".format("iEH" if label==pred else "4
1" ,id2Tabel[1abel],id21abel [pred], text))
else:
return pred, label

#inference_model=model.to('cuda")

tokenizer =
AutoTokenizer.from_pretrained("./peft_model_tokenizer™)
inference_model =
AutoModelForSequenceClassification.from_pretrained("./pef
t_mode1").to('cuda') #EEUIZRIT R

print(" [mode1] \n",inference_model)

print(" [model.config] \n",inference_model.config)

print(" [model.config.pad_token_id] ",inference_model.conf
ig.pad_token_id)
data_collator=DatacollatorwithPadding(tokenizer=tokenizer
, padding=True, return_tensors="pt")

id2Tabel {0: "human", 1: "chatgpt"}
Tabel2id = {"human": 0, "chatgpt": 1}

classify(data_test[0],1) #MEMEMR— A %dE



1 [¥MIERE! ] Label: human, Pred_Label: human

2 Text: fHESFENRMES FV RGN FERSA, 1EHREMEZ M ETLN
e [AMER AR . ARIRAER R O Jue B8 SRV A FEREE, A
Rarh, WA O RIS B AR s AT B R G RE IR

AMRE IR RE, =% K4 A accuracy FE4x:

from datasets import load_metric
from tqdm import tgdm
metric=load_metric('accuracy')

print(" [MiX4£] ", data_test)

inference_model.eval()

for i,example in enumerate(tgdm(data_test)):
pred, Tabel = classify(example,0)

O 60 N O U1 h W N B

metric.add(predictions=pred, references=1abel)
print(metric.compute())

[
o

2. [ X ET]

1% /] Qwenl.5-1.8B-Chat . %% prompt # {system="{RIEK AL, fEH)
W — B F iR Sk H humani& & chatgpt. A FHEEZ—EiE, [FZhumansi#
chatgpt. ", user=iX B —BRFxxxM iR, Ak EHhumanit 2
chatgpt: \n xxx"}, #rd A K42 human,

1 MHAEERD: 307%2

2 Test NO.0: response=[ A2&,human] acc=(1/2)

3 Test NO.1l: response=[ AZ5,human] acc=(2/4)

4 Test NO.2: response=[human,human] acc=(3/6)

5 Test NO.3: response=[chatgpt,human] acc=(3/8)

6 Test NO.4: response=[human,human] acc=(4/10)

7 Test NO.5: response=[human, AZ5] acc=(5/12)

8 Test NO.6: response=[human,human] acc=(6/14)

9 Test NO.7: response=[human,human] acc=(7/16)
10 Test NO.8: response=[human,human] acc=(8/18)
11 Test NO.9: response=[human,human] acc=(9/20)
12 Test NO.10: response=[human, A2%] acc=(10/22)
13 Test NO.1ll: response=[human,human] acc=(11/24)
14 Test NO.12: response=[chatgpt,human] acc=(11/26)
15 Test NO.13: response=[human,human] acc=(12/28)
16 Test NO.14: response=[human,human] acc=(13/30)
17 Test NO.15: response=[human, A2%] acc=(14/32)


af://n48

18 Test NO.16: response=[human,human] acc=(15/34)
19 Test NO.17: response=[ A2, AZK] acc=(16/36)

20 Test NO.18: response=[human,human] acc=(17/38)
21 Test NO.19: response=[human,human] acc=(18/40)
22 Test NO.20: response=[chatgpt, AZ] acc=(18/42)
23 Test NO.21: response=[human,human] acc=(19/44)
24 Test NO.22: response=[chatgpt,human] acc=(19/46)
25 Test NO.23: response=[human,human] acc=(20/48)
26 Test NO.24: response=[human,human] acc=(21/50)
27 Test NO.25: response=[human, A2X] acc=(22/52)
28 Test NO.26: response=[human,human] acc=(23/54)
29 Test NO.27: response=[human,human] acc=(24/56)
30 Test NO.28: response=[human,human] acc=(25/58)
31 Test NO.29: response=[ A5, A2K] acc=(26/60)

32

33 Test#Effi®%: acc=0.43333333333333335

Qwenl.5-0.5B &% iA:
[0i%]1 Dataset({

features: ['label', 'text'],
num_rows: 500

1

2

3

4 1)
5

6 {'accuracy': 0.944}
Qwenl.5-0.5B Loraf&iA:
X451 Dpataset({

features: ['label', 'text'],
num_rows: 500

1

2

3
4P
5

6 {'accuracy': 0.982}
7
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